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Abstract: One of the most important tasks on the edge between natural language processing (NLP) and computer vision (CV) is image 

captioning. There are many papers dedicated to researches in a field of improving image captioning models quality. However, compression 

of such models in order to be used on mobile devices is quite underexplored. More than that, such an important technique as knowledge 

distillation which is widely used for model compression isn’t mentioned in almost any of them. To fill this gap we applied the most efficient 

knowledge distillation approaches to several state-of-the-art image captioning architectures. 
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1. Introduction 

Image captioning [1] is a very challenging task of generating 

human-like descriptions for the images in the automatic way. It is a 

very important task while talking about practical applications such 

as help for visually impaired people. 

Modern methods which successfully solve this task with a high 

quality are based on the neural networks architectures. Most of 

them are based on encoder-decoder architectures. Both the encoder 

and the decoder could be of very different architectures. Usually, 

convolutional neural networks (CNNs) are used for the encoder part 

[2], [3], [4], [5], [6] and recurrent neural networks (RNNs) [7] or 

transformer architectures [8] are used for a decoder part. There are 

also some specific for image captioning methods such as self-

critical training which could help to boost models' quality even 

more. 

However, developing research increases not only the quality of 

the models, but also their size. Because of that, state-of-the-art 

models for image captioning could be hardly used on mobile 

devices where they could potentially find a wide variety of 

applications. So, the task of compression the model is very actual 

but still unexplored. There are some works on image captioning 

models size reduction, such as [9], [10], [11], [12]. But there are 

some methods for model compression that aren’t covered by 

modern research. 

To contribute to closing this gap and do a step forward using 

image captioning models for real-time mobile applications in this 

work we investigate one of the neural networks models 

compression method called “knowledge distillation”. Unlike the 

overview of this family of methods in [13], we particularly 

concentrate on sequence-level knowledge distillation approaches 

and their variations. 

 

2. Knowledge distillation 

Knowledge distillation is a method that could be described in 

the following way. Suppose that we have a training dataset and 

want to train some compact model on it. But instead of training it 

straight away on the training data, bigger models are firstly trained. 

It is called “teacher”. The initial compact model, called “student”, is 

trained to mimic the “teacher”. It could be trained in a different way 

from trying to learn intermediate representations of the “teacher” 

model to training on the final “teacher” model outputs.  

Sequence-level knowledge distillation is a type of knowledge 

distillation techniques for sequence generation tasks, in which the 

“student” model is trained on the dataset generated by fully 

applying the “teacher” model. It differs from trying to force 

“student” to generate every next word the same as the “teacher” 

model would generate. 

 

 

 

3. Sequence-level knowledge distillation parameters 
We investigate the following parameters that could influence 

sequence-level knowledge distillation quality: 

● Beam size used for generating sequence with “teacher” 

model 

● “Student” model size 

● Type of the image captioning model: whether “student” 

model is of the same, but smaller, architecture as 

“teacher” or different 

● Intermediate training: whether small model is trained on 

the outputs of big one, or some intermediate model is 

firstly trained as “student” and then used as a “teacher” 

 

4. Experiments 
We trained model of the two different architectures to check our 

hypothesis more reliable. One of the architectures is called 

“Bottom-Up and Top-Down Attention”  (Up-Down) [14] and the 

other is called “Attention on Attention Network” (AoANet) [15]. 

Both models were used with EfficientDet-d0 [16] encoder. We also 

trained models of two different sizes of such architectures, called 

“medium” and “small”. All of the models trained were trained for 

30 epochs using cross-entropy loss and then for 10 more epochs 

using a self-critical approach following state-of-the-art image 

captioning models training techniques [6]. All the models were 

trained and tested on Google Cloud Platform using servers with 8 

CPU cores, 32 GB of RAM and 1 Tesla V100 GPU accelerator. 

To compare the results, we train all the models on the same 

MSCOCO [17], which is the most common image caption 

benchmark dataset. It consists of 82,783 training images and 40,504 

validation images. There are five different captions for each of the 

images. We used the standard Karpathy split from [5] for offline 

evaluation. As a result, the final dataset consists of 113,287 images 

for training, 5000 images for validation and 5000 images for testing. 

We also performed preprocessing of the dataset by replacing all 

the words that occurred less than five times with a special token 

<UNK>. Further to following commonly used procedures, we 

truncated the words to maintain a maximal length of the caption 

equal to 16. 

We use common metrics such as BLEU (B@4) [18], METEOR 

(M) [19], ROUGE-L ® [20], CIDEr © [21] and SPICE (S) [22], but 

concentrate our attention on the two last ones as they usually 

correlate with the human judgment. 

Firstly, we investigated beam size influence on the knowledge 

distillation. We use 4 different values for beam size: 1, 3, 5 and 10. 

The results of experiments with different beam sizes are shown in 

the next Tables 1 and 2. Beam size equals to “-” corresponds to a 

model trained on the original dataset. 
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Table 1: Beam size influence on knowledge distillation for Up-Down 

models  

Model 
Beam 

size 
B@4 M R C S 

Up-Down 

Medium - 35.2 27.1 56.1 119.2 20.9 

Medium 1 35.6 27.1 56.5 117.6 20.8 

Medium 3 35.9 27.1 56.6 118.4 20.7 

Medium 5 35.4 26.9 56.2 117.6 20.6 

Medium 10 35.8 27.1 56.6 118.5 20.8 

Small - 33.6 26.2 55.5 114.3 19.8 

Small 1 35.2 26.8 56.2 116 20.3 

Small 3 35.2 26.7 56.1 115.6 20.4 

Small 5 35.3 26.7 56.1 115.8 20.4 

Small 10 35.4 26.9 56.3 116.6 20.5 

 

Table 2: Beam size influence on knowledge distillation for AoANet 
models 

Model 
Beam 

size 
B@4 M R C S 

AoANet 

Medium - 38.5 28.5 58.3 129.1 22.1 

Medium 1 37.9 28.3 57.8 126.3 21.8 

Medium 3 37.6 28.1 57.6 125.3 21.6 

Medium 5 37.8 28.3 57.9 125.9 21.8 

Medium 10 38 28.3 57.8 126.3 21.7 

Small - 36.6 27.6 57.4 122.9 20.9 

Small 1 37.3 28 57.4 124.3 21.5 

Small 3 37.5 28 57.5 124.5 21.5 

Small 5 37.4 27.9 57.3 124.2 21.5 

Small 10 37.2 28 57.4 123.8 21.5 

 

As it could be seen from the results, beam size influences 

knowledge distillation quality, but in a non obvious way. For both 

Up-Down architecture models the best beam size is equal to 10 

while for AoANet architecture the situation is a bit different: for 

medium model performance is the same for beam sizes of 1 and 10 

and for a small model the best one is equal to 3. However, we could 

conclude that the boost that could give a knowledge distillation 

approach depends on the model size. It didn’t help for a medium 

size model, but helped a lot for a small one increasing its metrics of 

CIDEr by 2.3  and 0.9 points and SPICE by 0.7 and 0.6 points for 

Up-Down and AoANet correspondingly. 

Secondly, we conducted experiments to clarify whether the 

teacher model architecture influences the final quality or it is not the 

architecture, but the model metrics that make a difference. We 

trained Up-Down models with the AoANet teacher model and vice 

versa: AoANet models with Up-Down teacher. Results are shown in 

the next Table 3. 

Table 3: Architecture  influence on knowledge distillation for models 

Model B@4 M R C S 

Up-Down 

Medium 36.6 27.3 57.2 119.7 20.9 

Small 35.3 27 56.3 116.8 20.6 

AoANet 

Medium 37 28 57.1 123.5 21.7 

Small 37 27.8 57.3 122.8 21.4 

 

Both Up-Down models increased their metrics, but AoANet 

models metrics had a decrease. As initially AoANet teacher model 

is better than Up-Down teacher model, this could support the point 

that only the quality of a teacher model influences the quality after 

the distillation. 

The last experiment we conducted was the following. We 

distilled a small model from the medium one trained on the same 

dataset, as the initial teacher model and also trained a small model 

on the medium one, distilled from teacher one. By these 

experiments we wanted to check whether “intermediate” training 

when the small model is trained on a model closer to it by amount 

of parameters will help to boost the metrics. The results of such 

experiments are shown in the next Table 4. 
Table 4: Intermediate training influence on knowledge distillation for 

models 

Teacher Model B@4 M R C S 

Up-Down 

Medium on original 
dataset 

34.7 26.6 55.9 114.9 20.3 

Medium distilled from big 35.2 26.8 56.2 115.5 20.3 

AoANet 

Medium on original 
dataset 

37.3 27.9 57.2 123.4 21.3 

Medium distilled from big 37 27.8 57.1 122.7 21.4 

 

As it could be seen from Table 4, intermediate training didn’t 

help at all in any variant. As the medium model quality is less than 

a big one, we could conclude that the size of the teacher model also 

doesn’t matter, only its quality is important. 

5. Conclusion 
This study investigates different aspects of a sequence-level 

knowledge distillation for image captioning task. By conduction 

extensive experiments we provide the following conclusions:  

● knowledge distillation effect is strongly influenced by the 

teacher model’s quality, but not by its architecture or size 
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● increase in metrics which could be obtained using

knowledge distillation depends on the student model size:

it could help for small models, but not help for medium

ones

● beam size for sequence generation affects overall quality,

but in unpredictable manner, so should be carefully

chosen in every case.

As a result of applying all the approaches from this paper, we 

managed to increase the small model CIDEr score by 2.3 points and 

SPICE score by 0.7 points without increasing the size of the model. 

6. References

1. R. Staniūtė and D. Šešok, “A systematic literature review

on image captioning”, in Applied Sciences, 2019, vol. 9

(10)

2. O. Vinyals et al, “Show and tell: A neural image caption

generator”, in IEEE Conference on Computer Vision and

Pattern Recognition, 2015, pp. 3156-3164

3. K. Xu et al, “Show, attend and tell: Neural image caption

generation with visual attention”, in International

Conference on Machine Learning,  2015, pp. 2048-2057.

4. J. Lu et al, “Neural baby talk”, in IEEE Conference on

Computer Vision and Pattern Recognition, 2018, pp.

7219-7228.

5. A. Karpathy and L. Fei-Fei, “Deep visual-semantic

alignments for generating image descriptions”, in IEEE

Conference on Computer Vision and Pattern Recognition,

2015, pp. 3128-3137.

6. S. J. Rennie et al, “Self-critical sequence training for

image captioning”, in IEEE Conference on Computer

Vision and Pattern Recognition, 2017, pp. 7008-7024.

7. T. Mikolov et al, “Recurrent neural network based

language model”,  in Interspeech, 2010, vol. 3, pp. 1045-

1048

8. A. Vaswani et al, “Attention is all you need”, in Advances

in Neural Information Processing Systems,  2017,  T. 30.

9. V. Atliha and D. Šešok, “Image-Captioning Model

Compression”, in Applied Sciences,  2022, vol 3.

10. J. H. Tan, C. S. Chan and J. H. Chuah, “End-to-End

Supermask Pruning: Learning to Prune Image Captioning

Models”, in Pattern Recognition, 2022, vol. 122.

11. J. H. Tan, C. S. Chan and J. H. Chuah, “Image Captioning

with Sparse Recurrent Neural Network”, arXiv preprint,

2019.

12. X. Dai, H. Yin, N. K. Jha, “Grow and prune compact,

fast, and accurate LSTMs”, in IEEE Transactions on

Computers, vol. 3, pp. 441-452.

13. J. Dong, Z. Hu, Y. Zhou, “Revisiting Knowledge

Distillation for Image Captioning”, in CAAI International

Conference on Artificial Intelligence, 2021, pp. 613-625.

14. P. Anderson et al, “Bottom-up and top-down attention for

image captioning and visual question answering”, in IEEE

Conference on Computer Vision and Pattern Recognition,

2018, pp. 6077-6086.

15. L. Huang et al, “Attention on attention for image

captioning”, in IEEE/CVF International Conference on

Computer Vision, 2019, pp. 4634-4643.

16. M. Tan, R. Pang, Q. V. Le, “Efficientdet: Scalable and

efficient object detection”, in IEEE/CVF Conference on

Computer Vision and Pattern Recognition, 2020, pp.

10781-10790.

17. T. Y. Lin et al,  “Microsoft coco: Common objects in

context”, in European Conference on Computer Vision,

2014, pp. 740-755.
18. K. Papineni et al, “Bleu: a method for automatic

evaluation of machine translation”, in 40th Annual

Meeting of the Association for Computational

Linguistics, 2002, pp. 311-318.

19. S. Banerjee, A. Lavie, “METEOR: An automatic metric

for MT evaluation with improved correlation with human

judgments”, in ACL Workshop on Intrinsic and Extrinsic

Evaluation Measures for Machine Translation and/or

Summarization, 2005, pp. 65-72.

20. C. Y. Lin, F. J. Ochm, “Automatic evaluation of machine

translation quality using longest common subsequence

and skip-bigram statistics”, in 42nd Annual Meeting of the

Association for Computational Linguistics, 2004, pp. 605-

612.

21. R. Vedantam, C. Lawrence Zitnick, D. Parikh, “Cider:

Consensus-based image description evaluation”, in IEEE

Conference on Computer Vision and Pattern Recognition,

2015, pp. 4566-4575.

22. P. Anderson P. et al, “Spice: Semantic propositional

image caption evaluation”, in European Conference on

Computer Vision, 2016, pp. 382-398.

INTERNATIONAL SCIENTIFIC JOURNAL "INDUSTRY 4.0" WEB ISSN 2534-997X; PRINT ISSN 2534-8582

9 YEAR VII, ISSUE 1, P.P. 7-9 (2022)




