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Abstract: Application developers mostly must choose between two main categories of the database: SQL (Structured Query Language) and 

NoSQL (Not Only SQL) to build their solutions. SQL databases, also known as relational databases, have been in use for a very long time 
and despite their age, SQL databases remain extremely popular with developers. Six of the top 10 results on DB-Engines’ list of most 

popular DBMS are relational DBs (September 2021). In the meantime, NoSQL databases or non-relational databases, have gained 
popularity year after year. One of the most widely used NoSQL databases is MongoDB, ranked 5th on DB-Engines’ list. In this article, we 

will explore what are the differences between SQL and NoSQL, and which database to use for application development. 
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1. Introduction

There are many databases used today in the industry to develop 

software applications. Some of them are SQL (Structured Query 
Language) databases and some are NoSQL (Not Only SQL) 

databases. The conventional database is an SQL database system 
that uses a tabular relational model to store data and to organize 

their relationships between tables objects. The NoSQL database 

concept is the newer one, and those databases provide an 
architecture for storing and retrieving the data other than the 

traditional model used in SQL DBMS. 

The programming languages and the type of the database are 
two most important decisions for a developer to develop a system. 

For the database first important decision is choosing a relational 
(SQL) database or a non-relational (NoSQL) database, and after that 

choosing the database engine. While relational databases are mostly 

used databases, they may not be suitable for large datasets and big 
data analysis. Big companies like Google, Amazon, etc, usually 

prefer the NoSQL database systems because they have very large 
datasets, and they need to implement their solutions on multiple 

servers and NoSQL are horizontal scalable databases. 

However, choosing the type of database to develop a system is 
harder than it looks, because both the SQL and NoSQL databases 

have different functionalities and work on different architectures. 

Choosing the right database can simplify application 

development, and a wrong choice can add troubles and difficulties. 
This article will help you expand your knowledge with an in-depth 

overview of SQL and NoSQL databases. 

2. SQL databases

The SQL language is a programming language for relational 
databases, and it is an (ANSI) standard [1]. Some RDBMS 

companies like Oracle or Microsoft have extended this language 

with the procedural features of programming languages and 
provided some dialects, like PL/SQL (Oracle Database) and T-SQL 

(Microsoft SQL Server). The advantage of writing standardized 
SQL scripts is that we can use the same scripts to another SQL 

database and obtain the same result in case we have the same 
structure of the database (same objects included on scripts). 

The most popular list of SQL databases includes Oracle, 

MySQL, Microsoft SQL Server, and PostgreSQL, which are also on 

the top of DB-Engines Ranking for a long time. Below, we’ll 
describe some of the main features that make SQL so popular for 

most of the developers. 

Organizing the database with a schema has its advantages and 
disadvantages because knowing the entities and values the 

application expects is very good, but it’s not good with dynamic 
data scenarios based on end-user requests to our system. Having a 

schema means we can validate our data based on existing/new 

records, for example, an ID field on a table must be unique and 
should not be NULL (empty). We can also use a foreign key 

relationship between two tables, to keep the integrity of data, 

meaning that a record can’t reference another record that doesn’t 

exist in the table of the database. A normalized database and 
validations/constraints used in databases make our data reliable. 

With other features, like transactions, indexing, etc, SQL 

databases are very fast, reliable, and robust. 

Most SQL databases are vertically scalable, which means that 

we can increase the load on a single server by increasing/upgrading 
hardware components of a server like RAM, HDD/SSD, CPU, etc. 

Some relational databases like Oracle, MS SQL Server, and DB2 
RDBMSs also offer the support of horizontal scaling through 

Shared disk clusters. But if we have a relationship between records 
from different tables, we cannot store data on a different partition 

on different storage hardware because this will decrease the 
performance dramatically. 

3. NoSQL databases

NoSQL databases are non-tabular databases and store data 
differently than relational databases. A misconception regarding 

NoSQL databases is that the “No” means no SQL instructions are 
used in the database, but the “No” is for “NOT ONLY”. So, in 

NoSQL databases may find some SQL instructions/commands.  

There are four different categories of NoSQL database: 

 Document stores

 Graph databases

 Key-value stores

 Wide-column data stores

Some NoSQL DBMS, such as Cosmos DB, uses different 
categories, but NoSQL databases typically look very different from 

each other and are rarely interchangeable between them. One 

common thing that they generally are that they lose some robustness 
to have much more speed and scalability. 

The “Document stores” type of NoSQL database is the most 

popular for application development. This type of NoSQL database 
is very similar to the traditional SQL databases, except there are no 

tables and relations to define a schema and no data normalization. 
The columns and rows are replaced by a collection of whatever is 

inside. Adding or removing a new data field to an existing entity is 

very easy, but existing entities will remain unchanged, and the 
changes are for new data. The same entity with different values can 

be stored multiple times and, the developer must take care of the 
application side because is very easy to make mistakes for the same 

entity with different fields. 

NoSQL databases are used mostly in environments and 
conditions with dynamic data and scale, so they are much better 

compared to SQL databases for dynamicity and scalability. 
Document store type runs on multiple servers, while relational 

databases are usually configured on a single server architecture or 

multi-servers using shared storage technology. Since “Document 
stores” type doesn’t implement field validations and constraints 
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check, they’re very fast. The most popular document store 
databases are MongoDB, Firebase, DynamoDB, Couchbase, and 

Cosmos DB. 

The graphical database is a special type of NoSQL database that 
is a highly specialized type based on graphs theory. It consists of a 

set of objects, which can be a node or an edge.[10] The most typical 

use cases for graphical NoSQL databases are object mapping, social 
networks, fraud detection, etc. Some social websites, like Facebook, 

Twitter, or LinkedIn, which shows you friends/followers that your 
friends/followers know is a good example of those types of 

databases. 

All objects in a graph NoSQL database are nodes, and the 
relationships between them are as edges. To find all the nodes 

(friends of friends), we would start with a fixed node and simply 
browse all the edges from this node. Firstly, we browse the edges of 

our friends, and then their friends’ edges. For example, if we have 

200 nodes (friends), and each of those nodes had 100 to 200 is own 
nodes (friends), we must browse more than 20,000 nodes. We could 

go deeper recursively by browsing all edges of those nodes. 

In a very big graph database does not take too much time to 
read all these nodes (friends of friends). A traditional SQL database 

can get stuck quickly by doing this and in a sample like a social 
network database it would need to compare millions of records, 

each with millions of records and so on. The most popular graph 

databases are Cosmos DB, Neo4j, and ArangoDB. 

The key-value store type is the simplest NoSQL database. This 
type of database uses a key-value method to store data and the key-

value store holds collections of key-value pairs where a key serves 
as a unique identifier. The key and the value can be anything, from 

a simple to a complex object. The key-value store type is not very 
widely used, but it can be used in cases such as storing session data. 

Memcached, Redis, and Cosmos DB are the most popular key-value 

store NoSQL databases. 

The wide-column data store type of NoSQL databases is very 
similar to the key-value store type. In those types of databases, a 

key can be used to link many columns instead of having a single 
value for each key. Wide-column data stores type are very scalable 

compared to other types and can store up to thousands of Terabytes 
of data. Their use cases are for big data, like online sales, internet of 

things (IoT) data, etc. The most popular databases of this type are 

Bigtable, Cassandra, Cosmos DB, and HBase. 

4. Differences between SQL and NoSQL databases 

There are many differences between SQL and NoSQL database 
technologies, and to decide about what might be the best DBMS for 

our system we must understand very well all the differences. These 
include main differences in: 

 Language: The biggest differences between SQL and 

NoSQL databases is the language used to process data 

and structure. Relational databases use SQL (Structured 

Query Language) as a programming language to define 
the structure of objects and manipulate data. This 

language is easy to learn, powerful and very useful. SQL 
is one of the most used programing languages which 

means it is a better choice, and it can be very useful for 
complex queries. But on the other side, it can be 

restrictive because SQL language requires to use of 
predefined schemas to determine the structure of data 

before using it. Also, all data must be in the same 

structure.[2] A change in the structure would be difficult 
and disruptive to the whole system. A NoSQL database 

uses a dynamic schema for unstructured data, and the data 
are organized and stored in many ways using NoSQL 

database categories like document-oriented, column-
oriented, graph-based, or a Key-Value store category.[5] 

This flexibility helps the software developers store data 
without having a predefined structure. Also, each 

document can have its structure and it can be different for 
each one, which means it is very easy to upgrade the 

system without taking care of the existing data. 

 Scalability: The relational databases are vertically 

scalable, so we have possibility to change the load on a 

single server by increasing HW like RAM, CPU, SSD, 
etc. NoSQL databases are horizontally scalable, so we can 

process more requests by adding more servers. It is like 
adding more floors to the same building versus adding 

more buildings to the neighborhood [9]. Thus, NoSQL 

can become larger and more powerful, making these 
databases the preferred choice for large or ever-changing 

data sets [9]. 

 Community: SQL databases have a much bigger 

developer community compared to NoSQL databases. 

There are very many websites/forums available where 
developers can share their knowledge about SQL 

language and publish the different solution for the same 
case. Nowadays NoSQL databases are getting better and 

better every day, but we cannot say the same for its 

community, it is not as well defined as relational 
database’s community because it is still relatively new. 

SQL database vendors offer great support for those 
databases. Also, a lot of experts certified by RDMBS 

vendors are there who share their experience with SQL 
databases for a very large-scale deployment but for some 

NoSQL databases still must rely on community support 
and the number of experts is still small for NoSQL 

databases. 

 Data Structure: The relational databases are table-based, 

and it is fixed for all the records on the same table. The 
NoSQL databases are four types, key-value pairs, 

document-based, graph databases or wide-column stores. 
The relational SQL databases a better option compared to 

non-relational for software that require multi-row 
transactions such as a data entry application where 

relationship between data records is important. 

 Performance: The NoSQL databases are not faster than 

SQL databases just as the SQL databases are not faster 

than them. The requests execution speed is depended on 
the context and not on the type of database. The relational 

databases are normalized, and the data is stored in logical 

tables to avoid data duplication and data redundancy. In 
this case, SQL databases are faster than their NoSQL 

counterparts for joins, queries, updates, etc. [4]. NoSQL 
databases are used for unstructured data which can be 

document-oriented, column-oriented, graph-based, etc.[4]. 
In this case, a particular data entity is stored together and 

not partitioned into different objects. So, performing read 

or write operations on a single data entity is much faster 
compared to relational databases. 

5. SQL databases with dynamic data structure 

Sometimes, NoSQL is the only option to choose to develop our 

system. However, some SQL databases added some NoSQL 
features while still being relational databases. For example, 

RDBMS such as Oracle and Microsoft SQL Server offer the 
possibility to use dynamic datatype like JSON or XML fields. The 

have the possibility to use indices and SQL queries on those values. 

Some other databases are a step further, they have the possibility to 
be horizontally scalable. Snowflake RDBMS is a decentralized SQL 

database, and it can be hosted in the cloud. This means SQL 
databases solved the challenge of SQL databases are just vertically 

and not being scalable horizontally while the uses just SQL 
statements. Snowflake moved up a whopping 107 spots in the DB-

Engines ranking between September 2020 and September 2021, 

climbing to position 21 (five spots ahead of Cosmos DB). This is an 
interesting trend for so called NewSQL databases. CockroachDB 

and Spark SQL are also part of NewSQL databases. 
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6. How and what to choose

It is hard to choose the right database with all these databases. 

We often hear, “pick the right tool for the right job.”, and the right 

tool is the tool the developers know better. Developing an 
application using a database that they do not know very well may 

impact negatively on the solution, while a well-known one may be 
sufficient to do the job. Based on what we decide to use a new 

database, we must ensure the developers must get the training and 
experience they need for it. 

The relational databases are a very good choice for most 

systems. However, for more specific work, a NoSQL database may 

be the better choice because it can offer speed or simplicity for the 
development. For example, the Redis NoSQL database is very 

useful choice for caching. In case we are looking for a fast and 
scalable database and have robustness is not so important, 

MongoDB is the right choice. 

 Developers usually like try new tech, but what’s trend to learn 
nowadays may be discontinued after a few years. This means, it will 

be challenging to support a discontinued database engine and 

replacing it with a new one is usually time consuming and very 
costly. 
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