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Abstract: This paper proposes a hybrid artificial intelligence architecture for autonomous structural inspection using unmanned aerial
vehicles, multimodal large language models and image embeddings. A UAV is an unmanned aerial vehicle; in this paper it denotes a drone
carrying imaging sensors for close visual inspection of infrastructure assets. Images are uploaded to Azure cloud storage, transformed into
multimodal evidence and evaluated by a Microsoft Foundry agent under deterministic risk rules. A preliminary simulated benchmark shows
improved recall, fewer false alerts and shorter engineer review time while preserving auditable human-supervised decisions.
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1. Introduction multimodal reasoning shows that effective systems need both visual
Autonomous inspection of bridges, retaining walls, industrial halls ~ Perception and evidence-based interpretation [1-5]. )
and utility structures is becoming a practical requirement for The proposed solution treats inspection as a multlr_nodal reasoning
Industry 4.0 infrastructure. Traditional visual inspection remains ~ Problem. A drone captures geo-referenced images; image
valuable, but it is slow, subjective and difficult to repeat at high embeddings retrieve visually similar cases; and a multimodal LLM

temporal frequency. UAV imagery and computer vision increase  €valuates the current image together with structural metadata,
coverage, yet pure classification can lose context: a crack on a historical trend and inspection rules. The final decision is not made

cosmetic layer is not equivalent to a crack crossing a load-bearing by free text alone. Risk scores, work orders and alarms are accepted

zone. Recent work on UAV inspection, crack detection and only after deterministic validation and, for high-risk cases, engineer
approval.

Azure + Microsoft Foundry solution architecture

UAV field Azure cloud Evidence Foundry Governed
capture - ingestion - index - agent actions
RGB/thermal/GPS Blob + Functions Al Search + SQL MLLM reasoning Work order/GIS

Evidence store Governance and audit
images, crops, EXIF, embeddings, prior cases Entra ID, Key Vault, monitoring, human gate

Feedback: accepted and rejected engineering decisions calibrate thresholds, prompts and retrieval examples

Fig. 1. Azure and Microsoft Foundry solution architecture for autonomous structural inspection.

2. Preconditions and means for resolving the problem  examples [7,8]. Microsoft Foundry coordinates the agent, tracing,
2.1. Inspection task and data model evaluation and governed reasoning workflow [10-12].

. . Table 1. Preliminary experimental setup.
The inspected asset is represented as structural zones: deck, column,

b . facad | - | detail d Item Configuration Purpose
eam, connection, facade panel, corrosion-prone stee etal _an Image set 2400 source images; 70/15/15 split Validation and test
non-structural surface. Every captured frame stores EXIF time, UAV 20 MP RGB; 1.5-3.0 m distance Close inspection
GPS/RTK position, camera angle, flight segment, asset identifier Cloud _Blob, Event Grid, Functions Automated ingestion
Al Vision embeddings + LLM agent Detection and explanation
and expected member type. Detected anomaly classes are crack, Review Engineer gate for R > 0.70 Safety and audit

corrosion, spalling, moisture staining, deformation trace, exposed
reinforcement and normal surface. The system stores an evidence . .
package containing the original image, crop, embedding, retrieved 3. Solution of the examined problem

neighbours, LLM explanation, risk score and final reviewer  3.1. Cloud ingestion and multimodal reasoning

decision. The workflow has five stages. First, the UAV mission planner
2.2. Preliminary Microsoft stack produces overlapping image strips for repeatable coverage. Second,
The experimental setup is implemented as a Microsoft cloud stack. ~ Event Grid and Azure Functions create a low-latency path between
Azure Blob Storage receives the UAV images, and an event-based ~ field acquisition and cloud analysis. Third, the embedding service
Azure Function is triggered when new files arrive [9]. The function ~ Maps every crop and text label into a vector space. Fourth, Azure Al
normalizes metadata, creates thumbnails and sends images for ~ Search retrieves similar historical defects and nearby normal
embedding. Azure Al Vision multimodal embeddings place images ~ €xamples. Fifth, a Microsoft Foundry agent receives the current
and text queries in a compatible vector space [6]. Azure Al Search ~ image, metadata and retrieved evidence, then retums a structured

performs vector and hybrid retrieval over prior defects and normal ~ JSON proposal: anomaly class, severity, confidence, explanation,
cited evidence and recommended action.
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Preliminary Microsoft stack for the experimental setup

Layer 5 l [ Operational outputs: risk dashboard, maintenance work order, GIS map layer ]
Layer 4 [ Microsoft Foundry: agent orchestration, evaluation, tracing, prompt versioning ]
Layer 3 [ Al evidence: Azure Al Vision embeddings, multimodal LLM, Azure Al Search ]
Layer 2 [ Cloud automation: Azure Blob Storage, Event Grid, Azure Functions, Logic Apps ]
Layer 1 [ Field acquisition: UAV route, RGB/thermal camera, GPS/RTK, inspection grid ]
| 2400 source images ]_’[ 5 defect classes I_‘[ Metrics: F1, recall,
360-image test split + normal surface false alerts, review time

Fig. 2. Preliminary Microsoft stack used for the simulated experiment.

3.2. Evidence and risk governance

The LLM does not directly approve maintenance actions. The
hybrid risk score is calculated by transparent control logic: R =
0.35p_a + 0.25s + 0.20c + 0.20h, where p_a is visual anomaly
probability, s is structural severity, c is contextual exposure and h is
historical trend. Low-risk cases are archived for monitoring;
medium-risk cases are queued for engineer review; high-risk cases
create an urgent inspection task only after validation of required
evidence.

Evidence-bound risk decision loop

Context
zone severity ¢

Visual anomaly

History
trend h

0.35-0.70

engineer review

R < 0.35
monitor

R > 0.70
urgent inspect

| l !

Evidence pack: image crop, similar cases, explanation, GPS, confidence

Fig. 3. Evidence-bound risk decision loop.
Table 2. Risk classes and preventive action rules.

Risk R System action Engineer action
<0.35 Store trend evidence No immediate action
0.35-0.50 Monitor next mission Check if trend increases
0.50-0.70 Queue review pack Confirm defect severity

>0.70 Create urgent task On-site inspection

4. Results and discussion

A realistic simulation was carried out before field deployment. The
test set contains class imbalance similar to real inspections: 65%
normal surfaces, 15% cracks, 8% corrosion, 6% spalling, 4%
moisture traces and 2% exposed reinforcement. Service latencies
were modelled with parallel Azure Function execution and cached
vector retrieval. The values are design-validation estimates, not
undisclosed production measurements.

Table 3. Simulated benchmark results on 360 test images.

Method Prec. Recall F1 FA/100 p95
CNN only 0.812 0.760 0.785 12.8 1.4s
Embedding 0.862 0.840 0.850 8.4 2.1s

Hybrid 0.892 0.910 0.900 5.7 4.65

Preliminary simulated benchmark
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Fig. 4. Simulated comparison of precision, recall and F1.

Expected operational impact
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Fig. 5. Expected operational impact of the hybrid architecture.

4.1. Ablation and sensitivity analysis

Ablation confirms that no single component is sufficient. Image
classification is fast but sensitive to shadows, stains and surface
texture. Embedding retrieval improves robustness by comparing the
current image with similar prior cases, but it cannot explain
structural significance. The multimodal LLM contributes contextual
reasoning, while deterministic rules stabilize the final decision. The
recommended operating point is asset-dependent: lower thresholds
increase recall but can overload reviewers; higher thresholds reduce
workload but may delay defects that are becoming severe.

Table 4. Simulated ablation of architecture components.

Configuration F1 Risk MAE Review
Image classifier 0.785 0.154 9.8 min

+ embeddings 0.850 0.118 7.2 min
+ LLM context 0.886 0.083 6.3 min
+ rules/evidence 0.900 0.071 5.9 min
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Hybrid confusion matrix (simulated)
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Fig. 6. Simulated confusion matrix for the hybrid model.

4.2. Field deployment scenario

A representative deployment is a quarterly inspection of a
reinforced-concrete bridge and adjacent steel service structure. The
UAV mission captures approximately 1800 images in 35 minutes,
of which about 240 inspection crops are generated automatically.
When the UAV is still in the field, cloud ingestion starts and low-
risk images are archived by asset zone. Medium-risk cases are
prepared as review packs, and high-risk findings generate
inspection tasks with image crop, location, explanation and
retrieved similar examples.

Table 5. Expected live-operation indicators.

Indicator Baseline Hybrid system
Photo set review All images manual Ranked evidence packs
Positive-case review 9.8 min/case 5.9 min/case
False alerts 12.8 per 100 5.7 per 100
Audit trail Manual notes Image, prompt, score, reviewer
Action Engineer drafted Validated work-order proposal

4.3. Evidence of practical reasonableness

The architecture is reasonable for three practical reasons. First, the
computational pipeline matches the physical inspection rhythm:
UAV capture and operator review are measured in minutes, so a
few seconds of cloud inference are acceptable. Second, every alarm
is attached to an evidence pack that can be reviewed, accepted,
rejected or revised. Third, the design is modular: a municipality or
industrial owner can start with RGB imagery and later add thermal,

LIiDAR or ultrasonic evidence without changing the risk-

governance principle.

4.4. Industry 4.0 deployment roadmap

The proposed architecture can be deployed progressively by
infrastructure owners. In the first stage, the system is used only to
organize image evidence and produce a searchable visual archive.
This already improves repeatability because defects are attached to
stable asset zones and can be compared across inspection cycles. In
the second stage, embeddings and retrieval are enabled, allowing
engineers to search for similar defects and identify recurring
deterioration patterns.

In the third stage, the multimodal agent produces evidence-
grounded risk proposals, but engineer approval remains mandatory
for maintenance actions. In the fourth stage, low-risk monitoring
and reporting can be automated, while high-risk decisions remain
human-supervised. This staged adoption avoids sudden replacement
of engineering judgement and creates a traceable digital thread from
capture to asset management.

Table 6. Recommended staged rollout for infrastructure owners.

Stage

Main function Acceptance evidence

1 Image archive and asset zones
2 Vector retrieval of similar defects
3 MLLM risk proposals

4 Partial automation for low risk
5 Integration with work orders

All images traceable to structure
Useful neighbours in review
Agreement with engineer labels
No missed high-risk findings
Closed maintenance record

4.5. Safety, auditability and data governance

Safety-critical inspection requires more than a high F1 score. Each
risk proposal is therefore bound to a complete evidence record:
source image identifier, crop coordinates, asset zone, retrieved
neighbours, prompt and model version, confidence values, rule
outcome, reviewer identity and final decision. This makes every
alarm reproducible as an engineering case rather than as an isolated
model output. When a reviewer rejects a proposal, the rejection is
still useful because it becomes calibration evidence for future
missions.

The cloud design also separates inference authority from
operational authority. Model services can suggest labels,
descriptions and maintenance options, but state-changing actions
pass through deterministic APls and role-based approvals. Private
endpoints, managed identities, key management and monitoring
protect the storage and search resources, while event logs preserve
the chain from image capture to work-order recommendation. This
governance pattern is important for infrastructure owners because it
allows models to be upgraded without losing the audit meaning of
past inspection records.

Digital thread from inspection evidence to maintenance action

UAV > Evidence > Foundry » Rule > Engineer » Work-order
capture index proposal validation approval update
Auditable evidence Closed-loop learning
image ID, crop, GPS, neighbours, prompt version accepted/rejected label updates calibration set

Fig. 7. Digital thread from inspection evidence to maintenance action

5. Limitations and future work

The evaluation is preliminary and intentionally conservative. It is
based on realistic but simulated class distributions and cloud latency
assumptions, not on a full longitudinal bridge-monitoring campaign.
Field validation should address lighting variation, motion blur,
occlusion, GPS drift, paint defects that resemble corrosion and the
relationship between surface anomalies and structural capacity.
Future validation should follow UAV inspection and crack-
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detection benchmarking practices [17,18]. Future work will add
repeated inspections, uncertainty-aware fusion of RGB, thermal and
LiDAR channels, and calibration of the risk score against real
deterioration histories.

6. Conclusion
The paper proposed a hybrid Al architecture for autonomous
structural inspection using UAV imagery, Azure cloud
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orchestration, image embeddings and multimodal LLM reasoning in
Microsoft Foundry. The contribution is not only an Al classifier, but
an end-to-end inspection pattern in which field capture, cloud
ingestion, vector retrieval, explanation and deterministic risk
control are integrated. Preliminary simulated results indicate higher
recall, fewer false alerts and shorter engineer review time than
image-only baselines.

The main engineering value is the separation of perception,
interpretation and commitment. The Al services create useful
evidence and explanations, but the deterministic layer decides
whether a work order, urgent alert or monitoring state can be
created. This is consistent with current Microsoft patterns for
multimodal embeddings, vector and hybrid search, blob-triggered
processing and Foundry governance [6-16].

The approach is therefore a safe path toward autonomous
inspection: Al accelerates triage and evidence preparation, while
qualified engineers remain responsible for safety-critical structural
decisions. For Industry 4.0 asset owners, the proposed architecture
provides a practical bridge between drone-based observation, cloud-
scale Al and accountable maintenance planning.
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